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Mixture-of-Depths Attention

HHA

2026-03-16

hi ByteDance | Seed

Mixture-of-Depths Attention

Lianghui Zhu'>*, Yuxin Fang>!, Bencheng Liao'?*, Shijie Wang?,
Tianheng Cheng?, Zilong Huang? Chen Chen?, Lai Wei?, Yutao Zeng?, Ya Wang?,
Yi Lin2, Yu Li2, Xinggang Wang'®

!School of EIC, Huazhong University of Science & Technology, *ByteDance Seed

tProject Lead, ®Corresponding author
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#2H MoDA (Mixture-of-Depths Attention) , 1% Transformer A[E token M FR NI ERURERSH
BIERR, IRITESEENS], & token IHEEMHEEIARRERITERRER, NMERFRESENENE

ZRHEEITNENRBATERR. BERMBHRAINSHEEI (MoDA) |, ATERIRE VIT SRR,

Transformer Decoder Visible Relationships of Mixture-of-Depths Attention
K11 : W M B e B B ‘5"1*7"@ *7"9 Q}“'J
Ee : Layer L-1
A
FFN Linear KV | Layer L-2
Projection |
T_I_T | Layer L-3
|
RMS Norm |
T '
| . Layer 4
G '
| Layer 3
A |
Mixture-of-Depths | Layer 2
Attention |
T : Layer 1
RMS Norm : Layer 0
Xiq
: Visible K and V for Q36 Visible K and V' for Q373

Figure1 We propose mixture-of-depths attention (MoDA) to address the modern LLM'’s information dilution problem

in a dynamic and hardware-efficient way. Compared with vanilla causal sequence attention, MoDA additionally allows
. . ’ I—1 iy v

query to attend to depth memories, i.e., depth KV pairs { K, Vi},Z; at the same query position from preceding layers.

FE

ot

3%y

o HIERERH: ARFE token BIEEEMFIRAEAEREMNTEIR, IRV ENTIELHEITE
o TH{HREANEIN: MoDA £ GPU HREEFSEFEENENRERNTESZ, ESK LTI EHE
o RIGFERYF: RUHTERECE, IEIMFIRE VIT EWE Transformer 514
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Paper: https://arxiv.org/abs/2603.15619
Github: https://github.com/hustvl/MoDA
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MetaClaw: Just Talk -- An Agent That Meta-Learns and Evolves in the Wild
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# MetaClow: Just Talk — An Agent That
Meta-Learns and Evolves in the Wild

Peng Xial*, Jianwen Chen!*, Xinyu Yang?*, Haoqin Tu®*, Jiaqi Liu'*, Kaiwen Xiong'*, Siwei
Han!, Shi Qiu!, Haonian Jil, Yuyin Zhou?, Zeyu Zheng4, Cihang Xie®, Huaxiu Yaol*

L& UNC-Chapel Hill, ?® Carnegie Mellon University, 3@ UC Santa Cruz, 1@ UC Berkeley,
*Core Contributors

REHHE

MetaClaw 12HIFEETTEIELR, 1EEBEHH LLM Agent EARTRIIRSHIBHE FISEEHE. BARROYE:

@ Skill-driven fast adaptation——N\KMETEIEMFEHES, AN prompt SCEREETCRAIRIRTIEN ;
@ Opportunistic policy optimization——i@id OMLS EESERERFPAEERATER (IR, 215 ) & LoRA
A, £ MetaClaw-Bench #1 AutoResearchClaw IS, &R Kimi-K2.5 /RN 21.4% 12

£ 40.6%.
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Supported LLM Providers & Platforms o RL Training Backends
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Claude OpenAI  Gemini OpenRouter Qwen Kimi  MiniMax Azure VvLLM  SGlang Tinker MinT |
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@ Fr‘eeE@ - E'—-»@

OpenClaw IrunCIaw

PicoClaw plw Meta-Learning & : _S_le_e E - -I.n Ecj lf I;W. - Ev.eff. Cloud LoRA
v @ A Scheduler Three Idle Signals Fine-Tuning
ZEFDCIUW NanoClaw Busy
2 . L—————*@@ @+ 000 — |
NemoClaw Trajectory Failed Skills
% Supported 2 MetaClaw # |

Personal Agents ‘

Figure 1 Overview of @ MetaClaw. The framework improves the meta-model M = (6, S) via two complementary
loops operating at different timescales. Skill-driven fast adaptation (left) analyzes failed trajectories and instantly
expands the skill library & without parameter updates, taking effect immediately for subsequent tasks. Opportunistic
policy optimization (right) accumulates post-adaptation trajectories and, once sufficient data is available, leverages idle
signals (sleep, inactivity, calendar) detected by the Opportunistic Meta-Learning Scheduler to trigger RL-based weight
updates on @ via Cloud LoRA fine-tuning.
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o FRREIRENIREERI: KUGITAA LLM evolver SRFTIEEIESHIENEN prompt, TS, THE
o HaURAEMIL: OMLS HERFIFBFPANEREOHIT LoRA RF, RESEMNEEELRS

o LNHREE: ZEIWGEIE Kimi-K2.5 EHEXES ERYUEREMN 21.4% BAZE 40.6%
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Paper: https://arxiv.org/abs/2603.17187
Github: https://github.com/aiming-lab/MetaClaw
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Project Imaging-X: A Survey of 1000+ Open-Access Medical Imaging Datasets for Foundation Model
Development
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ZEGGARGRIE 1000+ MNEZRGHHEUES, NFE. &8, 15, RN MEERETHRER, %
IEELEIRY Metadata-Driven Fusion Paradigm (MDFP) , BEESESEUESH/NEIEMBEESNEKX
MERIERTEIR, MREFHGEUEERRK. MRREN. D RIFEEBEMEEIIGHNXETR, BE

Project-lmaging-X RXEFEHERQRMBEIRESEMK.
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Total Data Mumber
Numrber of Datasets

Figure 4: Overview of medical imaging datasets: representative modalities by anatomical region
(left), dataset distribution across modalities, anatomical regions, and tasks (upper right), and tempo-
ral trends in dataset numbers (lower right).
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o HiERISE: MDFP ISEIES/RIESHYNEIRERE S NANMIRE) LR, SR —ERE MRS
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Paper: https://arxiv.org/abs/2603.27460
Github: https://github.com/uni-medical/Project-Imaging-X
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GEMS: Agent-Native Multimodal Generation with Memory and Skills
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GEMS: Agent-Native Multimodal Generation with
Memory and Skills

Zefeng He'**, Siyuan Huang'™*’, Xiaoye Qu'f, Yafu Li'#, Tong Zhu', Yu Cheng*’, Yang Yang>'
!Shanghai AI Laboratory, 2Nanjing University, >Shanghai Jiao Tong University, ‘CUHK

AEHE
GEMS IREHEMASIESERR Agent-native 1EZR, = MzOEMF: @ Agent Loop——ZIIERTIMILIL;

SHEMHITHITOEESE, FAFMSELRNEESZRWHEE, @ Agent Skill—i%F

@ Agent Memory
IiESS S ARIERR, ¥ 6B Z-Image-Turbo 5 GEMS %54, 7£ GenEval2 L#B# SOTA #&#! Nano

Banana 2, AEREE LHIRHA 14.22 55, E NHES EHTREHA 14.03 2.
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Prompt: Agent Loop
a creative guitar 3\ Original —
- \ & Planner 595 Decomposer]—» B criteria
Agent Skill 4 : > -
Prompt y Succes
skill @ (
- Refined [ 0%/ Ilmugg "
Refiner Prompt C:f _Generator L 9 Verifier
(#" Creative Drawing Memory

' Aesthetic Drawing Experience [ gTm ]<M9£
-« ~ Compressor
Spotlul Intelligence :emorv < SRRy
onager B Prompt, Image, Feedback
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| | Text Rendering

Figure 2: The system architecture of GEMS. The framework consists of three primary pillars: Agent
Loop, Agent Memory, and Agent Skill. The user prompt is augmented with domain-specific expertise
from Agent Skill, and then iteratively refined within the Agent Loop, with Agent Memory managing
the historical context to guide the generation process.
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o HTRIFRAICIZ: Agent Memory IHAMISRRHRAVINSINSH TR EEYS, XIS RIECHRIAIRER
55H
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Paper: https://arxiv.org/abs/2603.28088
Github: https://github.com/lcqysl/GEMS
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ASI-Evolve: Al Accelerates Al
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@ SII-GAIR

ASI-Evolve: AI Accelerates Al

Weixian Xu#!** Tiantian Mi"">?  Yixiu Liu™**® Yang Nan'>? Zhimeng Zhou'? Lyumanshan Ye'?3
Lin Zhang'?3 Yu Qiao®* Pengfei Liu!??

AEHE

ASI-Evolve #3# learn-design-experiment-analyze (A3, ik Al RFEENEHR Al FHERN=MURT:

@ TG EUETFIE— BT ERII)IERERRE, @ MERERIT—EEEIEHERTEHENR

105 M3 SOTA Z814; ® RL EiRIRIT——BaERFIBRIEFRBRCFITELR. B

KixERTTENEMSEIRIEIHEZ —.
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Figure 2: ASI-EVOLVE pipeline: in each round, the sys
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tem samples context nodes from database, retrieves relevant

cognition items via embedding search, generates a new candidate program, runs an experiment-specific evaluation
script under timeouts, and summarizes results into an analysis report that is stored back into the database for future

rounds.
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Paper: https://arxiv.org/abs/2603.29640
Github: https://github.com/GAIR-NLP/ASI-Evolve
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The Latent Space: Foundation, Evolution, Mechanism, Ability, and Outlook
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The Latent Space: Foundation, Evolution,
Mechanism, Ability, and Outlook

Xinlei Yu**, Zhangquan Chen*, Yongbo He*, Tianyu Fu*, Cheng Yang*, Chengming Xu*, Yue Ma*,
Xiaobin Hu*:T, Zhe Cao, Jie Xu, Guibin Zhang, Jiale Tao, Jiayi Zhang, Siyuan Ma, Kaituo Feng, Haojie
Huang, Youxing Li, Ronghao Chen, Huacan Wang, Chenglin Wu, Zikun Su, Xiaogang Xu, Kelu Yao, Kun

Wang, Chen Gao, Yue Liao, Rugi Huang, Tao Jin, Zhucun Xue, Cheng Tan!, Jiangning Zhang', Wengqi Ren,
Yanwei Fu, Yong Liu, Yu Wang, Xiangyu Yue', Yu-Gang Jiang’, Shuicheng Yan’

REHE

ZERAMNA MEERFRIBESREEBETEHR: Eil RE latent space BBH5) . &K (WREIRE
B AHUET BRI SRAKE) . #& (Architecture / Representation / Computation / Optimization PU&
BLk) . 880 (. #lkl. &, B0, 1212, ME. BB13%) . BE. it latent space IERA

BN RERE", R token TERUES R, BAWBRIHIIRFER=ABIR,
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Figure 3 Comparison of the explicit space and latent space of the language models, including their representational
properties and functional capabilities.
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o REsRIELR: MNER. FEE. 1F. 88H. BERAMEEESR— latent space FARDEMR

o iiElk token PRHI: FSHIES TR, BEULARM. INFEXE token ZEI=KEMIMEGRKE, latent space
RS

o FERIEZES|: Awesome-Latent-Space #F&EERER COCONUT. SoftCoT. COLAR HFRMTIE
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Paper: https://arxiv.org/abs/2604.02029
Github: https://github.com/YU-deep/Awesome-Latent-Space
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ClawArena: Benchmarking Al Agents in Evolving Information Environment
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% ClawArena: Benchmarking AI Agents in Evolving

Information Environments

Haonian Ji'}Kaiwen Xiong'*, Siwei Han', Peng Xia!, Shi Qiu!, Yiyang Zhou!,
Jiaqi Liu!, Jinlong Li!, Bingzhou Li!, Zeyu Zheng?, Cihang Xie?, Huaxiu Yao!
1UNC-Chapel Hill “ZUniversity of California, Santa Cruz

3University of California, Berkeley
{haonianj, xkaiwen, huaxiu}@cs.unc.edu

AERE
ClawArena MIE=2BEHECRITISEIRSHH Agent: @ ZIRFRIEE—FFINRENIRCR. &
EXHERFFRFIFBEERNAIEE, @ afMEMEE—MHENHERREFECTIFFRRR, @ B

MEH—MNZERXHPZI[FRFIAFEURE. SpEs 64 MaR. 8 MLk, 1,879 Rl

1 365 RafSEEH, Fopk 14 FEBHE, =HHIEERS, TEERRE—HEED,
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CEO tracks attrition across 7 channels Chief uncovers hidden motive behind budget cuts Director investigates undisclosed conflict of interest
-k . Workspace: 0 Annual Budget - £ Benchmark Report Werkspace: © Board Bylaws - g Business Case - 7 Meetings
zmﬂ ;M,...‘e'\«:kfg::g( Pagstan:aI:‘u;:cZL:év;ey"h f{ﬁ?,,?fg:m | Efficiency Proposal - ¥ Equipment Registry Sesm Board Suat:gy-Fe\s?u- . Margaret Feishu - ?
: Session: § CFO Robert-Feishu - fii CEO Whitfield-Feishu - & RachelSlack- & Program Team Slack
_____ ‘___.______?____._‘_._______-___T_?_—_____- &DI.PEI‘k'TEIEQ[G"‘I‘ Budgﬂchannd
cuestian Whendid Xilkis job searchbeginZ B I (=oer—raro s nepmne s e e Question: Which metrics have multi-source support?

Question: Do both docs agree on budget trend?
+ Both confirm decline, interpretations differ.
i i X Sources report conflicting numbers.
Evidence Chain: Evidence Chain: Fvidence Chain:
W1 DM — g8 W3 mention — (4 sentiment log o 16.2%(FY17)— % —13.8%(FY23)— [= $28M expansion “| SROI $38/$1— & beneficiary— « two sources agree

X Yuki never contacted recruiters.
v W1 DM is the earliest signal.

X Only M&E report contains this data,
+ SROI & cost-per-beneficiary both confirmed.

Conten '
Blogger investigates 3,012 overnight bot followers

Workspace: i Follower History - = Third-Party Analytics
d MCN Growth Report - - MCN Contract- = Platform Cleanup Notice
Session: & MCN Manager Li JieWeChat - % Fellow Creator Xiaomei-WeChat -

n Group-WeChat - @ Platform SupportEmai

ER physician reconstructs true cause of a child’s injury

Workspace: |} Kindergarten Safety Policy - El Medical Exam Record -

‘& CCTV Footage Log - & Child Witness Statement - & Incident Report
Session: & Teacher ZhaoIM - ® Husband Lin WeilM - £ MotherIM -
Neighbor Parent-WeChat - & Parent Group-WeChat

Question: |s the medical timeline internally consistent?
+ Incident report and clinic record align.

X Vitals showed abnormalities requiring resuscitation.
+ Wound documented as clean-edged laceration.

Evidence Chair:
®10:15 incident— = teacher on phone (CCTV)— B 11:00 clinic
— 4 wounds#slide fall—+ £ child witness contradicts teacher

¢ el

Question: Do platform labels and third-party analytics conflict?
X No anomaly flag means the followers are genuine.

« Third-party flags 92% accounts registered within 30 days.

' Platform cleanup removed 83% of the spike.

Evidence Chain:
| +3,012 overnight (2-5AM)— ¥ 65% Shandong vs. normal audience
— . platform: no flag vs. £ third-party: high risk— ./ 83% removed

©

Quant trader traces post-launch backtest manipulation  HR investigates spa claims disguised as gym fees Student disputes 95% similarity flag by MOSS
Workspace: &3 Git Commits - . Cl Build Log - B P&L Statement Workspace: © Expense Claims - = Vendor Invoices Waorkspace: 8, MOSS Report - @ Git History - Course Policy
Session: @ Xiao Zhou-WeChat - 8l Manager Chen-Email - “ Wellness Policy - 4 Approval Log Session: % Chen 'WeilM - ® TA Zhang-Email -
w Director Liv-Email - g8 Quant Group-Chat Session: @ EmployeeIM - & VP ZhangFeishu - ® Zhao Email # Study GroupIM - & Friend Lihao-IM

Question:When did Yuki's job search begin? Question: l?oes policy explicitlly prohibit spa reimbursement? Question: What does MOSS actually conclude?

X Change was made before live trading. + §3.2: unlisted items non-reimbursable X Report concludes Chen Wei copied Wang Ming.
 Febl9 — 3 days after live start. X Palicy is ambiguous on spa treatments. ¥ Detects similarity; authorship undetermined.
Evidence Chain: Evidence Chain: o o Evidence Chain:

4 Febl4— @ Febl6(live)— 4 Febl9(tamper)— E Feb20 | ¥28,500— " "gym"— ¢ spainvoices— |7 §3.2 violation @,95% — . func-level — 4 98% reverse_linked_list

Figure 1: Overview of CLAWARENA across 8 professional domains. Each scenario presents
multi-channel session histories, workspace files, and evaluation questions requiring multi-
source conflict reasoning, dynamic belief revision, and implicit personalization. The center
logo reflects the benchmark’s adversarial spirit: agents must “claw” through conflicting
evidence to reach the ground truth.
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o —HHESITN: ZRMR. SISMEHMEE. BN MEN=SARERE, REENMTEEBI RN
o IRBMRSTIESR: REBENXIRITN (15.4% EiE) KFERIZLT (9.2% EiB) , MISBUEMHENK
&

o BibiESRSEH: MetaClaw FEHMNWERAHO IR EIESEELZ BRIMEREELR
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Paper: https://arxiv.org/abs/2604.04202
Github: https://github.com/aiming-lab/ClawArena
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PaperOrchestra: A Multi-Agent Framework for Automated Al Research Paper Writing
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2026-04-06

Google

PAPERORCHESTRA: A Multi-Agent Framework
for Automated Al Research Paper Writing

Yiwen Song!, Yale Song', Tomas Pfister' and Jinsung Yoon'!
1Google

AEHE

Google Cloud Al Research #£H PaperOrchestra, E¥KERILIEERNIEEHE B i AR TRAY
LaTeX 18X, ANMERE Agent fi/kZk: Outline (51#1%l) — Plotting (BIZR4R,) — Literature Review
(X &RiR) — Section Writing (IEXE{F) — Content Refinement (2XUE®) . KKEAT
PaperWritingBench (200 RIRICIEMEN) , ALHFEFICNBEARERTEIRIL 14%-38%, 3E

SIRAREREERL 50%-68%, WNTFNBEETEIEEL.
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Raw Materials
( Step 5: \
— 1 Step 2: Iterative Refinement
— Plotting Agent
Idea ?uzr)nmary ) S &
. AgentReview
Step 1: kel (evaluator)
—_— Outline Backbone: Plots & Writing Checks:
— Agent PaperBanana Diagrams Agent mﬂﬂgm¢
_ K Degradation ‘D)
Experimental 4 /
Log (&) % >
JSON Outline DF v
=i Visualization Plan, Full Final
—— Research Graph, Ly Manuscript Subn:?sasion-
b Witing Plan Draft o Ready Paper
LaTeX ; Intro &
Template (T) el aoemant | Related Work s
(tex) + Citation Refi nt
. Bank ( bib) e Afg';’:f
Conference
Guideline (G) J

Figure 1 | Overview of the PAPERORCHESTRA framework. Specialized agents systematically parse
unstructured inputs, synthesize plots and literature, compile a full draft, and iteratively refine the
manuscript into a submission-ready PDF. (This figure was generated using PaperBanana (Zhu et al.,
2026).)
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® i Agent ifii7’k&: Outline—Plotting— Literature Review—Section Writing—Content Refinement
ARSI, BT

o ELHFNEE: PaperWritingBench (200 RIREIEIFEREN) MENEIFREITHHRATRECIELR
o ATiFEMS%: NXBGEAREREEI 50%-68%, BABHREREEE 14%-38%, TFHEETESE

1ERSZE

EE S

Paper: https://arxiv.org/abs/2604.05018
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MinerU2.5-Pro: Pushing the Limits of Data-Centric Document Parsing at Scale
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MinerU2.5-Pro: Pushing the Limits of Data-Centric
Document Parsing at Scale

Bin Wang!*}, Tianyao He!*, Linke Ouyang!*, Fan Wul*, Zhiyuan Zhao!*, Tao Chu!*

Yuan Qu'*, Zhenjiang Jin'*, Weijun Zeng'*, Ziyang Miao'*, Bangrui Xu'*, Junbo Niu'~*
Mengzhang Cail, Jiantao Qiu!, Qintong Zhang!Z, Dongsheng Ma!, Yuefeng Sun!, Hejun Dong!
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Figure 2: Overview of the Data Engine pipeline. The system co-optimizes three dimensions—Coverage,
Informativeness, and Accuracy—through three synergistic stages: Diversity-and-Difficulty-Aware
Sampling (DDAS), Cross-Model Consistency Verification (CMCYV), and the Annotation Pipeline for
Hard Case.
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Figure 3: The DDAS pipeline operates at two granularity levels. Upper: Page-level sampling for
layout detection data—pages from the PDF pool are embedded via ViT-base, clustered, and resampled
by jointly weighting cluster diversity and CMCV-derived difficulty, yielding about 60M pages with
balanced distribution and difficulty coverage. Lower: Element-level sampling—the selected pages
are parsed by layout detection models into text, formula, and table blocks; each element type is
independently clustered and assessed by CMCV, then sampled to balance both diversity and difficulty
at the element granularity. The two levels are combined to produce the final training data for layout,
text, formula, and table subtasks.
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Figure 1 The overall framework of our In-Place Test-Time Training. The module operates sequentially on input
chunks. For each chunk, the current fast weights are first applied to the intermediate activations Z to produce the
output. Then, these weights are updated using the activations Z and a value V derived from the token embeddings.
This "apply-then-update" cycle allows the model to dynamically adapt to incoming context in a strictly causal manner.
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Figure 1: Task Definition of AutoSOTA: An End-to-End Automated Research Framework
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Figure 3. Illustration of the workflow of EpiAgent. The “MLLM”, “LRM”, “DAM”, “CLM”, and “CC” denote Multimodal Large Language
Model, Layout Rectification Module, Degradation Assessment Model, Corrective Language Model, and Chinese Corpora, respectively.
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Figure 1. LazyStrike provides a unified framework for analyzing and mitigating diverse artifacts across different supervision settings in ViTs.
The figure visualizes patch scores—defined as CLS—patch similarity—under full supervision (middle) and self-supervision (right), together
with PCA projections of features under full supervision (left).
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Figure 1: An overview of Latent-Condensed Attention (LCA). The history context is condensed into a compact
set of representatives via group-wise condensation in the latent space: semantic information is aggregated through
weighted pooling of C¥V, while positional information is preserved via anchor selection from K. The recent
context is retained in full fidelity without condensation.
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Figure 1 High-level system structure of Claude Code. The system decomposes into seven functional components: user,
interfaces, the agent loop, a permission system, tools, state & persistence, and an execution environment. All entry

surfaces converge on the same agent loop.
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Based on the chart, the South region (green)

Image Token recorded the highest rainfall in any single month.

Special Token This peak occurred in Month 5, reaching nearly 200
25 mm, which is the highest individual point across all
| Mask Token regions and months shown.
Multimodal o " "
Decoder Text De-Tokenizer Diffusion Decoder
| [on = & [ Jane! = B

&, LLaDA2.0-mini
(Diffusion LLM & Modality-Agnostic MoE)

E BEE ] o] ; | o
Multimodal f A
i Text Tokenizer SigLIP-VQ
Image Editing ; Multimodal Understanding | Image Generation
; oty Bt it noms.__ :
i Instruction: 1 P~ Qustion: Asmall a::::upr:\r:w:lﬂc teapot
MuIIhmo;ial Helght:| plly Change the text on | Helgnt:| =10 Which region had the ! nde besid hPCI !:p p.
npu 768 3 576 3 . % . ‘ stands beside a “gﬁ acup, Baymg,
the blackboard to i w0 highest rainfall in any | [ think I nced a little more tea,” in a
“LLaDA Coffee”. ! o I — single month? : y e
7. I T4 & 1 ® & | Pixar-style animation.
Width: 1024 i Width: 992

Figure 4: Architecture Overview of LLaDA2.0-Uni. The framework integrates a SigLIP-VQ tokenizer and a
language model decoder to process multimodal inputs, including text, image, and video.
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Figure 2: Positioning of this survey relative to existing world model and agent surveys. Four
clusters, Embodied World Models, Generative World Models, Language Agents, and Al for Science, each
cover subsets of the field. Our survey (center) integrates cross domain coverage with a capability based
taxonomy (L1/L2/L3 x four regimes), bridging largely isolated communities.
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Figure 1: Empirical Scaling Behaviors in RL Post-training. We validate the proposed power-law (Eq. 1), which
characterizes the relationship between model performance and post-training resource consumption, across models
ranging from 0.5B to 72B parameters. (a, b) Inter-model Prediction: Scaling coefficients fitted on smaller models
(0.5B-32B) accurately predict the learning efficiency of the held-out 72B model (dashed lines) . (¢, d) Intra-model
Prediction: The final convergence on the full dataset is extrapolated solely from early training dynamics.
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Paper: https://arxiv.org/abs/2509.25300
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Image Generators are Generalist Vision Learners

2026-04-22
Google DeepMind A
Image Generators are Generalist Vision Learners
Valentin Gabeur*, Shangbang Long*, Songyou Peng*, Paul Voigtlaender", Shuyang Sun’, Yanan Bao", Karen
Truong¥, Zhicheng Wang”, Wenlei Zhou", Jonathan T. Barron¥, Kyle Genova", Nithish Kannen", Sherry Ben",
Yandong Li¥, Mandy Guo", Suhas Yogin', Yiming Guf, Huizhong Chen', Oliver Wang*, Saining Xie*, Howard
Zhout, Kaiming He!, Thomas Funkhouser?, Jean-Baptiste Alayrac’ and Radu Soricut?
*project leads and equal contributions, ¥ core contributors, Tproject advisors, fleadership sponsors
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Vision Banana (Google DeepMind) LA Nano Banana Pro (NBP) BEU&&ARERIAERM, BERERIES
FMBBIRES (8. FREMT., FEZEZRES) EWAEGREKDR: BAFRIBEG+1ES, RWtBER
AR (NDEEIDERE. REE) . mitR: BBREMTIGERESTX 2D/3D HEEEITRERE
%, TEAEBRNTESRITEREE, B2 EELE® SAM 3 (98l) #1 Depth Anything V3 (GREf

it) . ®EFRALFF, Nano Banana Pro @Ji@id Gemini APl {&F3,



RefCOCOg
2D)

| “Generate a segmentation / depth / ]
surface normal / ... visualization of this ' !
| image, using the following color map...”

Cityscapes
20y

Surface Normal SA-Co/Gold
130} (20)

Metric Depth
(3D)

Semantic Referring Expression Surface Normal

Seg

Vision Banana is a generalist vision model in
both visual generation and understanding,
surpassing or rivaling specialist models.

Generated images follow decodable visualization schemes specified 1
via prompts; visualizations can be decoded back to vision outputs

Figure 1 | We demonstrate the hidden visual understanding capabilities of image generators by

instruction-tuning Nano Banana Pro. The instruction-tuned model, Vision Banana QQ, can produce
visualizations in a precise format that can enable evaluation on established benchmarks.
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o AEpkENIERR: BoEl. REMTEMRESENHEREMRR, 1= NBP AYERT)IEGERR
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Paper: https://arxiv.org/abs/2604.20329
Github: https://vision-banana.github.io/
Blog: https://deepmind.google/research/publications/240658/
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Qwen3.5-Omni: Fr—RRELES KR

HHA
2025-03-29
SZ Qwen
Qwen3.5-Omni
= £%
AEHE

BXFREXEHF—RRESIESAER Qwen3.5-Omni, HIERAEASIESHIZESE, EIGMNER
XA, EfR. S WRIARSHTHR 2R, SMREREIRSESNERSER, ENENEER
SR AGl BXBERER. 1ZZR5HEE Plus, Flash, Light =f#lig, 1933F 256K @B LT, A4k
HEE 10 NSNS 400 ¥ 720P FUsmEA, 1EERAIEE 113 MMESKAS, 1B5ERCTT 36
MESMDE, BHRISHSYASIEENEE, EEElTF. SRR, 2188 Agent FHR, A
L3RR Hybrid-Attention Mok [B&IFEZEH, ETHE 1 {2/ NIEENES SEEEUE)I4, Plus hR
R 215 IEMSEMES LRIFT SOTA, LZERIER Gemini-3.1 Pro, [RERRZRERENEEAESLRNHE
EIF. SRUTAEETUAN SESERENMES hRUERSZE S SHNEE.,
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Paper: https://arxiv.org/abs/2604.15804
Hugging Face: https://huggingface.co/spaces/Qwen/Qwen3.5-Omni-Offline-Demo
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Qwen3.6-Plus: t4EEEIE Claude, EF=RiZEEFTEE

=)
2026-04-01
Qwen3.6 - Plus
Release
: Improved
|  Multimodal
Capabilities
oevtopars
ABRRE

Qwen3.6-Plus 2EMEXHA Agent EFRiTAUEMEE, HE SWE-bench, Terminal-Bench 2.0
NL2Repo SMENRBSEIRESZSENFMEEEIE Claude Opus 4.5, BFERIKE—HA. EREIASH
TM token BIK ETXER, REFREEUEHEI, TEREHE (CoT) SRFEMMIBZER, BRE
ECAEMESHEIRSRENE TR, ETHRAMMIE, FF Anthropic APl U EEHEN Claude Code, #
3F OpenClaw, Qwen Code. Cline FEEREREMMEIRREM, BINFEEREAEELEFR Agent [

F. Qwen3.6-Plus LIE/NSEHUESLIBBRASHERRNIIZES, #HEMANA Claude BY£ 1/12,
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Blog: https://qwen.ai/blog?id=qwen3.6
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Google Gemma 4 Z75I: FFRSIESEM, 31B BEIRFFRI=
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2026-04-02

AERE

Google IETVAfh Gemma 4 REFIIUFIFRSESIEMEE, £RXAEURIFRY Apache 2.0 FFEITHMY,

TR BEMNEPORNSRENEHREER K. HEEoHE, 318 FBERE Arena Al FHFEHHTIEAZIEK
55=, 26B MoE hg{uFlserN, LU "BMUSEERE" RSIIERE, SRS CESImER SRR
Rhh. SREREN L, E2B/E4B MMGRIRASHSENBAN, SRFERSESGER. OCR SEXFET, BE
F 140 RMIESI%G, BEEERANSIESAHIEEN. EIXENSE, 31B/26B 2F 256K #BIK LT,

E2B/E4B z8F 128K £, Al RBESERMNE. AL, £RIIRERRERYE
BASRERLARES, FEEERERATER, IFSHERERRENE, NTRKERMERE. B
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Blog: https://deepmind.google/models/gemma/gemma-4/

Doc: https://ai.google.dev/gemma/docs/core/model card 4
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GLM-5.1: Towards Long-Horizon Tasks

2026-04-07
Coding Performance Evaluation
3 Benchmarks: SWE-Bench Pro, Terminal-Bench 2.0, NL2Repo
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Big ZAl EU&f GLM-5.1, EUAEFENEEKEESIEMARR, ORKEESKIA 8 /\THY
BT TIFES, A5 MESAL. TRERHRT. SBRERNHEIEFRERTHETEREEESL
H, AR 744B BSHH Mok BEEREMN, SHER(EIEL) 40B 24, FRIGEAEENSESIUHEE
R, FEREEAENLS, GLM-5.1 5 SWE-bench Pro 843X 584 4, NELME—, Z&RBEEHE
EXJtR Claude Opus 4.6, FABEMELGGRE] EXSTFERIRKADREENEFARE, KAEEREBRKIZ
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WRT,, KIEEHEFAEERESRAR,. SRTIEESHROERIN, NEFAEELEEKEREEEE
RIEEROEA,
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Github: https://github.com/zai-org/GLM-5
Hugging Face: https://huggingface.co/zai-org/GLM-5.1
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Engineering at Anthropic

o Scaling Managed Agents: Decoupling
X A the brain from the hands

W

REHHE

Anthropic EESHIHRASZRIFMEART Managed Agents FITIERIHES, MOSEER "X |
PUTOREERTRINSAEARFS, KA metaharness JTIEZRIRLT, S—hsiwiAl. TE2RE. RIEFAK. &
IFEESERRE, NEFEERUAMESHERN. 22T, £ Agent [ 1, ib Agent WREEE
LM PR EREHCK. 1ZFATIER Claude Code, BEN TEMESRISHITING, IREUREL API
SHENBNZEDE, SR, FUTIEIREEN, SHFU\TBEETSMERRSKE, HRMEMRE
B#%% Agent FATIMERESZAUVKERIEE]. RUERLIEELZIESRERMIRESE, SEUMIIE
HAR, ERENZSNR, BEEREESNIEHTIMNEYIERS, BNENRESHEXE, WXRHIRE
Anthropic NBE—ERIERIBTE, #aEAEGWEA. FJEE. S0% Agent IETITEMIRHE, HER

Agent THE(UEHIRHRHESTE,
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Github: https://www.anthropic.com/engineering/managed-agents
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2026-04-14
Artificial
Intelligence
Index Report

AEHHE

Nature EFHHEEALY (2026 ATEREEEIRS) AMTIEXE, BfsSHIRRRE Al BRERESSR.
BERENEIRIMES £, FNEEBZETAREIRER, BONYAARERN—F, BESLHN=
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Blog: https://hai.stanford.edu/assets/files/ai_index_report 2026.pdf
Blog: https://www.nature.com/articles/d41586-026-01199-z
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GPT-Rosalind: EE4EGRIFARIE FHEIEEE

GPT-Rosalind improves core biology and chemistry benchmarks G
Model
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Blog: https://openai.com/index/introducing-gpt-rosalind

. uuh



47

® AT\

ChatGPT Images 2.0 &%
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OpenAl IEZ(#EH ChatGPT Images 2.0, fEHEFHTHRIVEIRSIE, mOBSHRRESR. HIENER. BXR
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Blog: https://openai.com/index/introducing-chatgpt-images-2-0
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2026-04-23
April 23,2026 Product Release
Introducing GPT-5.5
A new class of intelligence for real work
AEE

OpenAl Rf#i—UEAMEEL GPT-5.5, A "HEREETFSERARMIFH—RERE" 85 GPT-5.5
Thinking 5 GPT-5.5 Pro IEKhRAS. E, Thinking iREFTHESHMESINR, ERESMERENRBIAIE
RIZ8E; Pro iEEEW TGS, RHEESHHRESERER, EE™aAIEWRSRIARFR, GPT-5.5
£ GDPval #dED#7. OSWorld-Verified i+EHUR(FERER. Tau2-bench Telecom FEETEIFMA.
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Blog: https://openai.com/index/introducing-gpt-5-5
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DeepSeek-V3.2
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Hugging Face: https://huggingface.co/collections/deepseek-ai/deepseek-v4
Doc: https://api-docs.deepseek.com/news/news260424
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HEHR
2026-04-27
April 27th, 2026
. . o
Xiaomi MiMo-V2.5-Pro
A leap in agentic and long horizon coherence.
REHHE
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Claude Code & Harness B4

HKB: BFH

4R BE%k Claude Code 5 Agent harness THESLEFTIEMNR SR FP, TEBEE Agent TEHHQIT.
REBEY Agent #3%2. harness HIREIRITSTIEAEBERIE. 5 (Dive into Claude Code) RERARIC
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RB: FERS

NE: HEBEREASE HAl &7, 423 MEHE Al FEEZEIRES, BERAHE. MmIEF. 2R,

BERaE, ARSE. RESOENEE, BREATHIEESTENER, BEHEREE. RS llR
RGOSR, 2026 FlEEe: Al BECESRH, (BiniE, 17Mh. ReShEERTERE, PR
ASHEREEMNERE. IREBIER: TREREERTA, #HEREERR / BEARER, PLEMEEaE
ZIRGEZE 2.7%, =B Al 151K 5817 {Z23&5T, BEREEPETE. REFMAE. AREBSRUH

7. IUSEANEEE 6 R Nature BIERBEGHIE, B Al EERRFHMES LRESLRENILRA.

HiFnEiE

https://hai.stanford.edu/ai-index/2026-ai-index-report

. uuh



53

s ENE=

(HENREESHRREITRRE. M2 HoFNNHER) BFH

KB BFH

NMEB: BEYRRBILAZ Jean Gallier 5 Jocelyn Quaintance %, 284 2200 I, EEEITENAES
MEBRFI T ERGERZEFIEICEE. ARRRIEBREMNE. B, AR MR, OtHSIED
MHEFREHRFE, NFERFENHE, BEBERCHR, FREEHRMHEERE. mEd. X
TxE, BHEVTEESECIRZINRMARSZEEFARKPRISES. BEREBELEIRE, JiREE

FIEARETS,

HiFnEiE

https://www.cis.upenn.edu/~jean/math-deep.pdf

. uuh



o ZHEHNEM
Project-Imaging-X

-
}{ Project Imaging-X

KB HREERR

R MNFAERE 3 EFGEREESANEEREFS, Project-lmaging-X &5 1000 PMEF
TEITIERS, SRR ERR. CT/MRI/ER/RESHEIES. DEl/2ER/MNFESLEURNEERE
TSRS ERIE, RNEEEMEIEEENTE. BRTRATMEGRICN, % FaBEMESIiRRHS

=, BEBHARERELELIORRAER. SENNEIESR, ASHIREERTATEFGETEEER

HiFnE

https://github.com/uni-medical/Project-lmaging-X

. uuh



s RFSEH

Awesome Latent Space

HRY: GitHub BEE

NE: WUFAERE 6 BREAEXGEANEESECE, R RTEAREMRRIEN, HE
COCONUT, SoftCoT. COLAR HZHRFIITIF, CEMEIKRBGARLAVELL. EX. YF. 8. BE
RS FEREIENE, ETHRERARENEAREKES. BREINEHREH, REQRESRBEREER,

ERTRHE. RIS ST5EMRL.

HiFnkiE

https://github.com/YU-deep/Awesome-Latent-Space

. uuh



56

o FFEFZIN

Deep Agents Deploy: Claude Managed Agents B9FRRER SR

deepagents

The batteries-included agent harness.
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Awesome Agentic World Modeling
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